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CORDRA Federation Data Model and Architecture
Our federation architecture is based on:

· The collection of functional requirements

· The specification of a set of guiding principles 

· Detailed functional specification and business logic

· Services definition

· Security model 

· Final Data dictionary 

· Final system Architecture

This initial document will focus on the set of functional requirements and a set of guiding principles. The complete document organization is as follows:

· Part 1:

· The collection of functional requirements

· The specification of a set of guiding principles 

· Part 2:

· Detailed functional specification and business logic

· Services definition

· Security model 

· Part 3:

· Final data dictionary 

· Final system Architecture

This document corresponds to Part 1. As our work continues and we iterate between practical experience with ADL-R and RIM-LITE, continued refinement of our data model and architecture designs, and interaction with other research and development groups, we will produce additional documentation.

1.1. Functional Requirements

The system shall:

· Allow the aggregation of heterogeneous metadata assertions about a defined set of Content Objects.

· This aggregations will focus solely on  sub sets of metadata assertions homogenized  by a common data model and metadata schema at every aggregation level.

· The system shall also define a set of services associated with every aggregation level.

· The system shall allow the integration with external federations as long as the system guiding principles are respected.

· The systems shall identify guiding schemas, content objects, metadata instances users and services through persistent identifiers in order to guarantee a flexible scalable logical design.

· A common ownership and authorization model that is opaque to particular authentication methods shall be defined and enforced along the system.

· Business logic will be enforceable and configurable at every aggregation and interconnection level.

· The system will not deal directly with content object propagation or access control. All rights assertions and authentication is related to metadata assertions and content object representations present in the system.

· All communications and messaging shall follow a well defined set of standards expressed in terms of both enforcing data schemas and business logic modules.

1.2. Guiding Principles 

There have been several approaches to content federation [1,2,3] that have attempted to provide an aggregation model for data stored in multiple repositories that have some level of common metadata or digital object representation. Recent approaches have been put forward that seek to provide an interoperability layer to allow diverse repositories to exchange data and services [4,5]. CORDRA shares some characteristics with these systems but takes a different approach to content federation. CORDRA does not aggregate specific content objects or provide a formal mechanism for the serialization of those objects. The CORDRA goal is to make content objects discoverable and avoid the nuances and complexities associated with object level interoperability in favor of enhanced flexibility in exposing content objects and respecting local independence at the level of communities of practice that are interested in aggregating their information to suit their particular needs and services. While this approach guarantees the creation of multiple Registries that provide a common set of services and enforce local business rules and authentication mechanisms it also allows for the creation of a larger federation that empowers the discovery, registration and resolution of content objects across multiple communities.
1.2.1. The CORDRA Approach to federation

The CORDRA approach is based on three guiding principles that enable content object representation aggregation: 

· A common Digital Object Representation model that we call DORM.

· A persistent Identification system 

· A metadata registration, aggregation and query model. 

These principles allow the architecture to preserve two conceptual aggregation levels for the federation beyond the traditional repository level.

Community level: Related to the particular community that supports maintains and exposes a CORDRA Registry. This level allows for internal flexibility at the level of services and applications through the use of a modular heterogeneous rule enforcement environment called ADL-RIM.

Federation or CORDRA level: This generic name is applied to the common knowledge space used to expose, aggregate and resolve content objects. This level obeys and operates in the context of the three guiding principles mentioned previously and is implemented across a peer federation used to provide the services expected by multiple data consumers.

While the CORDRA level and Community level always operate at the content object level in terms of their data propagation, aggregation and representation unit, the associated data present at each level is quite different. This dichotomy enables the architecture to maintain service and application independence while providing a common representation model.

1.2.2. Digital Object Representation model

Unlike many complex object encapsulation and representation mechanisms; the Digital Object Representation Model (DORM) is not directly linked to a particular representation or serialization language such as METS (Metadata Encoding and Transmission Standard) [6] or DIDL (Digital Item Description Language) [7] but rather to a common data model.
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Figure 1: Digital Object Representation Model

This data model, illustrated in Figure 1, is based on the assumption that any content object can be represented as a Content Object Representation Entity (CORE) that groups all metadata instance assertions about a particular object and corresponding to a particular metadata schema called Content Object Metadata Instance (COMI). The operations at all aggregation levels are preformed mostly over these components. Based on the independence and flexibility of the system it is possible to have multiple CORE entities related to the same content object if this has been registered in multiple communities. Consequently the CORE generated at the CORDRA level is populated with COMIs that encapsulate locally enforced and coordinated metadata about the object. 

Thus way if you query the federation at a particular aggregation level you will be exposed to a metadata set that is either a complete assertion coordinated at the community level or a subtract of the original assertions in several communities at the CORDRA level. 
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Figure 2: Registry Aggregation level

While the CORE and COMI are assumed at all levels of CORDRA operations, not every member of every level is required to implement them as their internal data model. The CORDRA federation will in fact  incorporate and reference any content object that can provide enough information to construct a DORM representation. This includes content objects that are only accessible through an atomic query mechanism rather than a publish or harvest aggregation mechanism. This minimum set includes some form of persistent identification of both content objects and metadata instances. 

1.2.3. Persistent Identification

A crucial characteristic of the CORDRA architecture is that persistent identifiers identify all architecture components. This translates into every content object , CORE, and COMI having  a handle identifier. These identifiers are propagated along the different layers and are also provided to final users as the final pointer to a particular content object.  The use of the handle system allows the identifier generation and resolution to be performed as a secure distributed task that is compatible with existing persistent identification mechanisms that are turned into actionable identifiers. There exists a direct association between the Content Object Persistent Identifier (CO-PI), the CORE-PI and the COMI-PI by which the original CO-PI may always be obtained from a particular CORE-PI and COMI-PI. 

All references to schemas, services and even resources in the system are also expressed in terms of handles. This level of resource identification abstraction allows any CORDRA implementation to operate as a logical structure independent of the particular implementation used to deploy particular repositories, registries , registry of registries or services.

1.2.4. Metadata Registration, Aggregation and Query Model 

The metadata about different content objects is registered at each community level registry as a function of metadata aggregation either on a publish or push method or as a harvesting function of that particular community registry. Each community defines its particular metadata schema and business logic and only a subset of this metadata is percolated to the upper federation layer. The CORDRA model allows for several iterations of this percolation so the concept of a registry of registries and a registry of registries of registries is quite feasible. The basic principle among these registration combinations is that of metadata subsets based on the starting metadata set, i.e., repository level metadata to community registry level metadata and then registry level metadata to registry of registries metadata. The only aggregation requirement is that the CO-PI is always percolated along with a descriptive field; all additional fields are used to conform a new COMI in the upper layer.

While the CORDRA model calls for the existence of registries of registries, the aggregation model is just one facet of the CORDRA architecture. The architecture also allows for queries to the system to be propagated into other federations and platforms as long as they communicate using a standard query propagation model and are able to return persistent identifiers to the objects that they identify. The components of the query and the results are structured according to the CORDRA semantic indexing and interoperability model currently under development.
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